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Abstract 
In this note we consider the role that the emerging data center ÒcloudÓ model of computing can 
have in addressing the problems in eScience that are not well served by the traditional 
supercomputer center.  We shall examine this from the perspective of the new application 
programming models that are emerging as central elements to the cloud platforms.  We also look 
at the types of applications that can take advantage of these models. 

Introduction – The Infomass and a Transformation in Computational Science 
The traditional domain of high performance scientific computing has been the large-scale digital 
simulation of the physical world. This has led to great strides in our understanding of problems 
ranging from the evolution of the universe to the way in which protean sequences fold and nano-
structures can be built atom by atom.  Our use of parallel computing has led us from megaflop 
performance in 1980 to petaflop computations today.  That is a billion-fold increase in power in 
28 years.  The scientific community is well positioned to use this computational power to push 
the frontier of discovery to truly revolutionary accomplishments in the years ahead.     

However, there is another revolution going on that is transforming a much broader range of 
scientific investigation than must be addressed by the national high-end scientific 
cyberinfrastructure.  This revolution is driven by an explosion in our ability to create and store 
and mine digital information gathered not only by scientific simulations but also by the vast sea 
of instruments we have connected to the global network.  This instrumentation includes 

• Telescopes of all types both terrestrial and space-based that return petabytes of digital 
data every day. 

• A growing network of geo-sensors including  
o GPS equipped wireless-connected earthquake monitors,  
o fixed and autonomously roving undersea instruments that are part of the 

emerging ocean observing network,  
o atmospheric monitors including network of radars that will soon expand from 

several hundred to a new generation mounted on every cell tower, 
o urban instrumentation including cameras and traffic sensors.  

• Medical instrumentation that will soon enable remote systems to monitor the health and 
well being of the entire population.   

If we add to this collection of instrument derived data the social and political science data that is 
being harvested from the Web (images, movies, social links, blog commentary and the general 
wiki-corpus), we have a remarkable transformation in our ability to ÒseeÓ ourselves and our 
planet.   

This ever-expanding infomass of digital data and artifacts is not only of vast scientific value, its 
management, exploration and understanding is of huge economic value.  The commercial sector 
has recognized that access to Web harvested content has enormous market value and they have 
responded by evolving an ecosystem of data centers and delivery models that have changed not 
only the way we shop, but also the way we communicate, lean and even form communities.  
Exploration of the rest of the infomass is the domain of computational science in the 21st century.  
However, the computational tools needed to launch this exploration may be more appropriately 



built from the data center ÒcloudÓ computing model than the traditional HPC approaches that 
have worked so well for supercomputing. 

The differences between traditional supercomputing and the cloud model are profound. 
Supercomputers are designed for extreme capability on floating point intensive applications and 
are equipped with high-speed, extremely low latency communication switches.  They run using 
batch queues and, because individual computations may require tens of thousands of CPU hours, 
a wait of two or three wall-clock hours in a queue is not a problem for these users.   The most 
common programming model is SPMD Fortran using the MPI message passing library.  Fault 
tolerance is considered the responsibility of the user. The Òbusiness modelÓ for supercomputers is 
based on optimizing peak floating-point performance for individual applications per megawatt of 
energy, purchase price and staff time.   

Data centers are designed to provide on-demand capacity for the application providers. They are 
often designed as identical clusters with 20K cores each1.  To improve reliability and energy 
efficiency they use commodity components that have not been pushed to max clock speeds. A 
single company may have 200 or more clusters distributed over many locations. Each cluster may 
have 5 to 10 petabytes spinning disk for file systems.  The hardware is designed for survivability, 
economy and redundancy and the software stack designed for system/application reliability and 
scalability.   (To improve efficiency and performance further, future data center designs may have 
architectures that are far more sophisticated than racks of standard blades.) 

While a supercomputer center typically operates on a two party contract where the customer is 
also the application programmer, data centers often involve three parties: the center, the 
application provider and the application user.   The application providers want to be sure the user 
never ÒseesÓ the data center; only the application service.  The center is designed so that it can 
dynamically expand capacity to meet demand.  Application provision is done in such a way that 
the center can tolerate failure by rolling-over to alternative geographic locations if needed.  The 
business model here is closer to optimizing user experience per megawatt hour while also making 
the application development experience as simple as possible.       

For the purposes of this document, we will define cloud computing as data centers plus a layer of 
system software services designed to support the creation and scalable deployment of application 
services.  Our goal here is to examine the way in which the current cloud application 
programming models may be extended to support the scientific challenges associated with 
extracting knowledge from the infomass.  

Data Center – Cloud Application programming models. 
There are currently three approaches to providing user/customer application support for data 
centers.  Each approach has strengths 
and also limitations.  Most important, 
they can be combined in several 
significant ways. We will refer to these 
as ÒOS virtualizationÓ, ÒParallel 
FrameworksÓ and ÒSoftware as a 
ServiceÓ.  As we shall see these are 

                                                        

1  It is estimated that Google spent $600M on 4 new data centers in 2007.   Microsoft is reported to be 
deploying servers in their data centers at a rate of 10,000 per month.  It is also estimated that 1/3 of all 
servers shipped by the entire computer industry go into the data centers of Google, Amazon, Yahoo, eBay 
and Microsoft and a few others. 



really three points in a space of possible programming model architectures. 

OS Virtualization.  In this model the data center simply provides a scalable platform for hosting 
client VMs.  Amazon has taken this path with the Elastic Compute Cloud (EC2) and the Simple 
Storage Service (S3).  The idea is simple.  The application programmer selects a favorite VM 
from a list of available ones. These are various version of Linux and windows server configured 
with different web servers and databases.  The application programmer picks the system that best 
meets his or her needs and deploys the new application in the VM.  Amazon provides a basic set 
of web services that can be used to deploy the VM, create an instance and secure it.  A running 
instance has full network access.  Multiple instances can be created to support demand as needed. 
Amazon S3 can be used the persistent store.  Virtual MPI clusters have been created and used as 
well2, which have supported mpiBlast.  (It is not clear what sort of parallel efficiency is obtained 
by this approach.  The MPI layer may require a substantial virtual-to-real network latency 
penalty.)   

The real challenge with this approach is that it requires a substantial sys-admin burden on the 
application designer.  It is no surprise that 3rd party application hosting framework service 
companies, like RightScale, GigaSpaces, Elastra, 3Tera, have emerged to provide higher-level 
application deployment tools on top of EC2.  

Parallel Frameworks refers to a class of data center application support tools that can be used to 
directly support highly parallel data analysis.  The way these  frameworks  operate is to use a 
software design pattern known as inversion of control.  The idea is that the application 
programmer supplies the kernel of the computation and the framework invokes many copies of 
the kernels in parallel and controls the overall execution. 

The most well know cloud computing parallel frameworks is the Google MapReduce framework.  
This is a data center implementation of an old idea from parallel computing and programming 
languages.  Old, but as Google has shown, it is very effective.  It works as follows.  A map 
operator takes a function and a set of values and applies the function to each of the values.  A 

reduce takes a set of values and a combining 
operation and reduces the set of values to a single 
value.  

A second example of a parallel framework used 
by Google is ÒBigTableÓ, which is a two 
dimensional sparse map.  That is a big table 
indexed by rows and columns in which each 
ÒcellÓ is time stamped (so you can have a history 
of values for a give (row,column) pair.)  Think of 
Big Table as a built-in data structure that can be 
used with MapReduce computations for data 
input or output storage.   

A critical component to making this work is the 
Google Parallel File System (GFS), which is a 

                                                        

2 See http://www.datawrangling.com/on-demand-mpi-cluster-with-python-and-ec2-part-1-of-
3.html 



distributed, replicated write-infrequently, read-often file system based on the local disks of each 
computing node.  It forms a critical component of the fault tolerance mechanism for the entire 
framework.   

The Google technology has been reproduced as an open source tool, Hadoop, which is now 
running on an IBM cluster on behalf of NSF supported researchers.  Hadoop has also been hosted 
as a framework on top of AmazonÕs EC2.    

What is not clear is if approaches like the BigTable and GFS are truly superior to large database 
deployments, which have been demonstrated to scale well in environments like teraserver and 
skyserver.  Nor is it clear that an I/O architecture based on networked attached storage could not 
be more cost effective and reliable that the GFS model. The scalability for parallel access is 
clearly appealing in the distributed local disk model.     

However, from the applications perspective, the critical feature is fact that a re-usable software 
framework can allow the developer to 
plug-in application specific components 
of a data analysis computation and the 
framework automatically scales the 
computation for parallel execution. 
MapReduce is only one instance of many 
possible parallel execution templates. It is 
entirely reasonable to envision a more 
general parallel composition  framework 
derived from a combination of eScience 
workflow, large-grain dataflow and 
systolic concepts.   The data analysis 
applications can be expressed in a combination of a high-level language describing the 
concurrency pattern to be used and whatever language is appropriate for the computational 
kernels.   A final advantage of the parallel framework model is the fact that it can be tuned to 
work well with manycore server processors.  

Software As A Service (SaaS). Another approach to providing a programmable framework is to 
provide a remote language execution environment, such as a Java VM, the MS CLR or a 
language interpreter and a library of useful services.   For example, to support data center 
application development Cohesive has a Ruby Rails engine,  Google has their AppEngine, which 
is basically a way to run remote Python apps on the data center, Microsoft has Astoria which is 
ADO.net based, SUN has Project Caroline which is based on spawning remote Java VMs.   

Using these remote execution environments it is possible for the application designer to build a 
data access or analysis service on a local host and then push it to the data center for deployment 
and remote invocation as a service.  A key property here is being able to expose remote data or 
computation as a Web Service (either pure WS or REST style).   For example Astoria provides 
the tools to expose any data object from a collection, stored in a database or other form, as a URI 
to an encoded form using a standard such JSON or ATOM representation.  The Google 
AppEngine provides a way to deploy a remote Python script that becomes a web service that can 
access BigTable data. A local version of the same program can have some functionality when the 
client is off-line if a limited local version of the cloud API is available. 

Note that these remote execution environments do not tap into the potential parallel compute 
capabilities of the remote data center beyond what is expressible in the native managed code.  
Consequently they would be limited to the level of concurrency that is available in the language 



VM instance. For example, Java or C# threads or C#-based CCR.  If the program is running on a 
manycore platform this level of concurrency may be non-trivial.   However, the primary way in 
which the power of the data center is exploited is by an underlying infrastructure that can allow 
the specific application service to be automatically scaled to support many concurrent users. 

The examples above are implementation of our third category, which is often referred to as 
ÒSoftware as a ServiceÓ  (SaaS).    The key idea is that the data center provides a stable platform 
where application providers can deploy their applications for use by customers.  The application 
provider does not need to be concerned about acquiring the hardware and networking resources to 
support the application, because the data center provides this and is capable of scaling it to meet 
the needed application user-load requirements.  However, to make this work, the data center must 
provide a set of core services and APIs to the application developer.  Microsoft has described 
some basic service/API requirements for its Live Mesh platform.    They are: 

• ÒServices Are the Core of the Platform Ð the Live Mesh platform exposes a number of 
core services including some Live Services that can all be accessed using the Live Mesh 
API; these include Storage (online and offline), Membership, Sync, Peer-to-Peer 
Communication and Newsfeed.Ó 

• ÒSame API on Clients and in the Cloud Ð the programming model is the same for the 
cloud and all connected devices, which means a Live Mesh application works exactly the 
same regardless of whether itÕs running in the cloud, in a browser, on a desktop, or on a 
mobile device.Ó 

• ÒOpen, Extendable Data Model Ð a basic data model is provided for the most common 
tasks needed for a Live Mesh application; developers can also customize and extend the 
data model in any fashion that is needed for a specific application.Ó 

• ÒFlexible Application Model Ð developers can choose what application developer model 
best fits their needs.Ó  
 

 

It is likely that all SaaS Cloud models adhere to these basic principles and differ primarily in the 
composition of the core services and API.  In fact if we consider the space spanned by all three 
models (OS Virtualization, Parallel Frameworks and Software as a Service) we can map the 
existing solutions. It is possible that the best cloud model for science lies somewhere in the 



middle (X). It should exploit OS Virtualization, allow for a wide expression of parallelism and be 
easily deployed as a service. 

Back to the Science Question. 
The TeraGrid Project has focused on providing high-end petascale computation capabilities to the 
nations scientists. This is essential to advancing the frontier on many problems that are of great 
national importance. The computations usually take the form of large simulations of natural or 
mechanical systems and are typically rendered as large Fortran MPI programs that use tens of 
thousands of compute cores in parallel. These are managed on TeraGridÕs large supercomputers, 
using traditional batch queue job submission systems.   In this document we address two 
questions 

1. What are the cloud programming models that are provided by data centers to application 
builders? 

2. What are the scientific and engineering problems that can make use of this technology? 

Having addressed the first question, we move on to the second. The role of the cloud is to provide 
a place where application ÒsuppliersÓ can make apps available to clients. The applications are 
then hosted ÒservicesÓ and the cloud automatically scales to meet client demand. The cloud is 
reliable and robust and the data center provides the tools and core services that make it easy to 
build the apps. We argue that there are several significant classes of scientific exploration that 
require massive computational resources, but are not well suited to the traditional supercomputers 
model provided by TeraGrid, but fit very well with the cloud model.      

Providing on-demand data access and analysis.  The SkyServer and the World Wide Telescope 
are excellent examples of a cloud-based service/application in the area of astronomy that 
demonstrates the power of on-demand data access and exploration. The World Wide Telescope is 
nearly seamless in its integration of the client application with the back-end supporting cloud 
services. While it has minimal support for advanced experimental data analysis, it does have 
authoring tools for creating individual and sharable tours of the universe.   

In the area of particle physics, the Large Hadron Collider will soon come on-line and 
organizations like OSG and EGEE will provide access to the data and some of the computation.  
This represents one of the largest scientific data analysis projects ever undertaken.  It is 
interesting to note that recent studies by the EGEE team have determined the entire analysis could 
be done with an Amazon EC2-like cloud.  

The TeraGrid Science Gateway project is building technology to data access and analysis portals 
for specific scientific domains. Science Gateways (SGs) consist of collections of services that 
provide data storage, search and indexing, workflow management, security and application 
services that are front-ended by web portals customized for the domain scientist. The goal of a 
science gateway is to allow dozens to thousands of scientists and students access to domain 
science tools and data in a manner that provides far more capability than they can achieve locally. 
Examples include GridChem for doing chemical, biological and material modeling using unique 
and coupled applications to produce detailed descriptions of atomic interactions, LEAD for 
search and discovery of weather data and performing on-demand meso-scale weather prediction, 
Polar Grid, which will provide access to data and analysis of polar ice sheets, NanoHub that 
provides a wealth of interactive tools for nanotechnology, CaGrid for cancer biomedical 
informatics, and SidGrid, which provides tools for exploring and annotating social science data.  
The Earth System Grid (ESG) from NCAR is a DOE supported science gateway for climate 
model data.   Other large data collections, such as the vast amounts of fMRI data that is coming 



on line, genomic studies and other collections such as the ICPSR social science data archive are 
ripe for similar gateway projects.    

The TeraGrid science gateways are hosted on and use TeraGrid for computation and data storage.  
It is clear to most developers of the SGs that a grid of supercomputers is not ideal for this task.  A 
cloud based on a scalable, reliable data center would be the ideal platform and many of cloud 
programming models described above would be of immediate use in constructing these systems.  
While the vast majority of data access and analysis tasks that can be done on the data center 
hosted cloud, there are some situations when a SG user needs to initiate a large simulation model 
better suited to a supercomputer.  In these cases, the job can be Òfarmed outÓ to the TeraGrid and 
managed by software agents running in the cloud.  This is essentially how many SGs work today. 

Support for Virtual Organizations. A VO is team of researchers that have come together to 
solve a complex problem and need data storage, compute capability, security; and they need it all 
provided now.  For example, consider a team working on an outbreak of a new virus strain 
moving through a population.  This requires more than a Wiki or other social organization tool.  
Large multi-scale simulations may be needed to track the spread of infection as well as the virus 
mutation and possible cures.  This may require computational resources and a platform for 
sharing data and results that are not immediately available to the team.  The application software 
and data may exist on small server, and an emergency TeraGrid track II allocation may be 
possible, but setting up the infrastructure to deploy it so that it can scale in not easy in the 
traditional supercomputing center.  However Amazon EC2 shows us that creating a virtual copy 
of an existing environment and deploying many copies in a data center will work.  

But EC2 is not sufficient. The VO needs a ÒplaceÓ that can be rapidly deployed with social 
networking andcollaboration tools (including security, i.e. auth/authz), shared data and tools for 
searching and indexing it, specialized applications and tools that can compose data and 
applications for large scale parallel analysis.  This requires a framework of higher-level tools not 
unlike GigaSpaces, Elastra and 3Tera that can simplify the configuration and rapid deployment of 
databases, applications and services.  Combined with mashup/workflow tools and messaging, one 
can envision a complete VO facilitation environment that can configured by users to run in the 
cloud with no more effort than is required to install a modern PC application or customize a 
Facebook page. 

Support for real-time, data-driven applications.  Sensor data of all types will drive a need for 
an increasing capability to do analysis and mining on-the-fly. Scientific advances are increasingly 
made by harvesting knowledge from streams of data. Sensor networks are critical to geoscience, 
physics, engineering, economic and the social sciences. Given access to the right data streams and 
on-demand access to computation you can 

• Mange the energy consumption of a large city. 
• Monitor an active earthquake zone and provide warnings that can save lives 
• Predict tornados 
• Do the motion planning for swarms of remote robots exploring the ocean floor as part of 

NSF Ocean Observatories project 
• Monitor the heath of the planetÕs food supply. 
• Find the Higgs boson 

Stream  data  comes  in  many  different  forms.    In  some  cases  it  is  raw  data  that  must  be 
captured and analyzed on the fly and in other cases it is cached and one learns about it from 
an event or RSS or ATOM feed.   The style of computation required depends on the nature of 
the streams.    One approach  is to deploy agents running in the cloud monitoring the event 



streams  and  invoking  the  correct  analysis  or  notification  action  based  on  policy  defined 
using  a  rules  system.     Depending on  the data  rates  and  the  amount of  processing  that  is 
required,  a  parallel  execution  framework may  be  needed  to  balance  computation  against 
the data rate.   

Final Thoughts 
It is clear to us that the traditional supercomputing centers consisting only of petascale computing 
resources are not sufficient to tackle the broad range of eScience challenges.  The cloud 
computing model, based on data centers that scale well enough to support extremely large on-
demand loads, are needed to 

• Support large numbers of science gateways and their users 
• Provide a platform that can support the creation of collaboration and data  &  application 

sharing spaces that can be used by virtual organizations 
• Manage the computations that are driven by streams of instrument data.   

A reliable, geographically distributed data center equipped with a collection of software tools 
including VM-based management systems, parallel data analysis frameworks, and SaaS 
programming tools is needed.  It is also not sufficient to simply provide the hardware and 
networking.  A major software integration effort will be required to pull the pieces together into a  
coherent application development environment that will allow scientists to build solutions 
without first becoming first-class systems programmers. 

 


